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With the arrival of the “world-wide-web,” we have witnessed a transition toward a truly global perspective with respect to electronic health records. In recent years, much more discussion has focused on the potential for international virtual electronic health records and what is required for them to become a reality in the world today (Kilman & Forslund, 1997). As the Internet becomes more ubiquitous and web-enabled, we see access to electronic health records using these technologies becoming more commonplace. Even so, these web-enabled health records still remain technologically isolated from other medical records in the distributed continuum of care; much of the standardization challenge still stands before us. We have witnessed startling technological advances, but we still face considerable obstacles to the goal of having globally standardized electronic health records.

In this chapter we describe some of the issues associated with web-enabled health records, the role of standards in the evolution of web-enabled health records, and some of the barriers to the development of globally accessible electronic health records. We discuss possible ways to overcome these barriers and the kinds of benefits and opportunities that global health records will help provide. Taking a global perspective on these technologies magnifies their importance by helping us envision their use and benefits on a global scale. The global scale perspective also magnifies and makes more evident the very real and tragic consequences of prolonged and unnecessary delays in deploying these technologies.  Therefore, In an effort to promote a fuller consciousness of health safety, the chapter concludes with a comparative look at the negative impact of impediments in the movement toward global extensible electronic health records.

BACKGROUND

The early years of health informatics were dominated by health information systems running on mainframe computers and minicomputers at large medical facilities (Collen, 1995).  These involve large expenditures for central data repositories.  These may efficiently solve the needs of the local hospital, but they are difficult to m
odify, have primarily proprietary interfaces and data representations, and provide little, if any ability to extend them into new areas without major expenditures.  We characterize this state as a “stovepipe” industry with relatively limited communications between facilities and little motivation to communicate. HL7, one of the dominant standards developing organizations for health related information, has provided a small, but important, data interchange capability.   However, we see HL7 as s
till limited by proprietary constraints leading to the use of interface engines to meet the needs 
of connecting smaller systems into the domains of the large main-frame repositories.

With the evolution of distributed computing technology, paved by the rapid adoption of web technology, the need for a central system becomes less compelling.  Moreover, with the advent of privacy concerns recognizing the patient “owning” his/her medical record, the notion of a single healthcare institution maintaining the complete medical record becomes less likely.   The need for data to be shared through a secure referral process and the increasing need for a longitudinal medical record to establish long-term effects of slowly 
evolving diseases such as Hepatitis C and HIV, not to mention management for chronic illnesses like diabetes, pushes one away from the “stovepipe” model to one in which data exchange becomes the central paradigm.

The evolution of the web (WWW) has helped break down these “stovepipes” by making it almost trivial to publish a database on the internet (ref).   For a very low cost one can use a simple “application server” to create a web presence for a clinical repository.   The low cost results in the development of thousands of medical repositories offering the capability of managing some portion of a patient’s data.  This includes numerous examples of web technology being used to manage teleconsultations.   However, these developments don’t really help the patient have access to a longitudinal medical record that they could understand.  One would almost have to use a webcrawler to assemble the long-term medical record of a patient in this distributed healthcare treatment world.

So how do we resolve this problem?

STANDARDS

How do we link the web of health records together?  The easy publication of electronic health records enables an organization to make information available to patients, but it does not enable a patient to manage all of their own information possibly stored in a number of geographically dispersed clinical repositories. 

The resolution of this problem involves more than simply setting up a set of data standards and providing data feeds to those interested.  This might work reasonably well within a single enterprise, but is woefully inadequate when extended to a broader region.  One solution to facilitate the more dynamic linkage of systems required over a wide area is to adopt some form of “middleware” technology which can abstract away the server from the client.  In addition, if this middleware has the ability to support encapsulation, polymorphism, and inheritance, it can provide a data processing environment much more capable of handling the complexities of wide area integration than simply relying on standardized data models.  

The premier example of this approach is the Object Management Group (a non-profit consortium founded in 1989), to provide an open, interoperable, platform and language independent distributed object architecture.   This approach has been enormously successful and has been adopted by numerous large firms around the world as the basic architecture for their complex information systems.  While this infrastructure provides a great deal of power, scalability, and interoperability, it helps little if every healthcare institution has their own object model which is uninterpretable  by most other healthcare institutions.  To alleviate this problem the OMG has embarked on support for vertical markets, with healthcare being a significant example.  The OMG healthcare taskforce, CORBAmed, was formed in 1996(?) to create standard object interfaces so that the OMG CORBA (Common Object Request Broker Architecture) middleware would provide full interoperability between disparate systems and organizations.  This ultimate goal would result in plug-and-play objects on the CORBA software bus capable of extending across the internet.  The interface specification language called IDL (Interface Definition Language) is a language-neutral way of expressing this capability and can be used independent of the CORBA middleware.  Because OMG IDL does not specify implementation details, it provides an ideal way to specify object models capable of accommodating backward compatibility with the installed base of systems in the healthcare industry.  The OMG recently began to issue interface specifications for a number of healthcare related services that can be managed with security and distributed transaction controls.

If we desire the patients eventually to have the capability or even the possibility of managing their own healthcare, we require a true web of clinical information.   By a “true web” we mean a truly distributed environment, where information from multiple sites is viewable and analyzable from any point of entry.  The “publish” paradigm of current web technology does not directly support this required capability. Any viable standards must also support the ability for the content and use of the medical record to grow and evolve over time without having to replace the existing infrastructure.  The CORBAmed standards provide a set of framework objects whose content can change with time and which are extensible in their capabilities.  







Figure 1:  Schematic of a True Web of Information not supported by normal WWW protocols.
The Person Identification Services (PIDS) specification became the first CORBAmed standard. We view the PIDS specification as a potential key to mediating global level exchanges of helath-related information (Kilman & Forslund, 1997).  Interestingly, HL7 has a highly related standardization effort under development through the HL7 Master Patient Index Mediator Special Interest Group (MPISIG). Historically, both of these efforts sprang from the same series of workshops. Some organizations have participated in both efforts with the goal of keeping the two standards harmonized as much as possible. HL7 has a high interest in standards based on object models that will also assure backward compatibility with existing systems in the healthcare industry. In addition, HL7 seeks to provide a common data model that will not require healthcare institutions to use CORBA ORB technologies.  Below, we describe in more detail the current challenges the HL7 MPISIG faces and the approach we recommend. 
How will the web interact with these rapidly evolving standards?

CHALLENGES

Security:

To have an acceptable wide area access to their own health record information without providing access to someone who should not have access, patients require a robust security infrastructure to protect their information. 
The issues of security are far more than simply technical.  With the advent of Public Key Infrastructure (PKI) [ref], the promise is there for the management of security beyond a single enterprise, by enabling a system of delegated trust.   In such a system, one would “negotiate” the permission of access by using a certificate chain and verifying the authenticity of the elements of the chain.  In this way a single institution would not have to have a complete access control list, but would manage it through authenticated roles.  This does require, however, the adoption of a significant common infrastructure and common mechanism of establishing roles and permissions.  Without common agreements between institutions, one would not be able to negotiate secure access.   This distributed set of linked services for security would be accomplished via federation.   The most common form of federation which is familiar to people is the Internet Domain Naming Service (DNS).  There are multiple points of entry with caching at many levels but with a common registration mechanism,  so that one can obtain the relevant information from multiple locations.  Utilizing federation one can provide an infrastructure to support the identification of users and their requisite permissions.

One mechanism being developed to provide a scalable management of the permissions is the Resource Access Decision [ref] interfaces being developed by the OMG.  This interface enables one to express arbitrarily fine-grained access of information based on dynamic relationships between, say a patient and a physician.  Based on the role of the provider, they may only be allowed to see certain pieces of a specific patient’s medical record.  This mechanism is designed in such a way as to be independent of the specifics of an implementation and interoperable between healthcare enterprises.  
Standardization Process:
A standardized global electronic health record necessarily requires “Open” standards in order to provide sustainable and extensible systems available at low cost.  This includes coordination between some of the healthcare information standards bodies and careful management of the standards process.  Global level standardization requires large-scale consensus coupled with a very high quality modeling effort. The quality of the model itself becomes the critical factor since it drives the consensus, stability and sustainability of the standard.  A well-designed model will accurately mirror the real world while also providing a high level of adaptability making it easily extensible. 
By mirroring the real world, a high quality model will have a higher degree of stability; it will require changes only as the real world changes and changes only to those aspects of the model that reflect the parts of the real world that change. Changes should not ramify throughout the model entailing enormous expenditures to adapt to the changes. Models based on the idiosyncrasies of existing systems rather than on observed features in the real world will ultimately require higher levels of maintenance due to the dynamic character of systems compared to the relatively stable character of the real world.  Because all human healthcare around the world deals with the health of real world humans who all share a common real world DNA heritage, we should expect to reach consensus on a common model capable of abstracting the relationships between the objects of healthcare at the global level.
The early versions of the HL7 Reference Information Model (RIM) provide illustrations of an approach to object modeling based more on the idiosyncrasies of existing systems.  This does not imply that the HL7 RIM does not have the capability of evolving into a more robust model.  Neither should it surprise us to discover a consensus building effort based on a model influenced heavily by the constraints of backward compatibility with existing systems.  After all, most of the organizations involved in the HL7 standardization process have an installed base of systems they have an interest in preserving as much as possible.  In contrast, the OMG CORBAmed modeling effort has the luxury of a relatively clean slate with respect to existing systems.  While seeking to accommodate HL7 and other existing standards, the organizations involved in the OMG process have more limited interest in preserving at least some aspects of existing systems.  
For example, the HL7 RIM has object-oriented hierarchies and relationships, but does not include object-oriented behaviors, often referred to as methods.  This “oversight,” as compared to the OMG CORBAmed models, stems from the fact that most HL7 modelers anticipate using some form of message passing communications to implement the model.  Existing HL7 systems all use message passing and we discover the influence on the model of the idiosyncrasies of the existing systems.  In fact, the HL7 Modeling & Methodology Committee has produced a Message Development Framework document that details the official formal process of moving from model to message implementation. 
The HL7 modeling effort makes perfect sense within the context of the HL7 perspective on systems, but does it make sense from the perspective of a global level modeling effort for healthcare?  Keep in mind that some areas of the world have much less investment or no investment in an installed base of electronic health record systems.  Savy healthcare informatics professionals in developing countries will likely see that they have more in common with the “clean slate” of the OMG than they do with the backward compatibility issues of HL7.  After witnessing the Y2K debacle, they will also understand the importance of a sound theory of modeling influenced by the need to accommodate changes without suffering the heavy expenses of ramifying system modifications. Any approach to modeling in healthcare that lacks the extensibility required to accommodate new technologies betrays the interests of developing regions of the world and effectively constrains their freedom to select to use the newer technologies.
Therefore, we face the challenge of arriving at an approach to modeling that will accommodate all concerns.  Recent work of the HL7 MPISIG seeks to do just that.  In an effort to harmonize with the OMG PIDS specification, the MPISIG has developed some use case scenario examples that it has already begun to advocate at HL7 technical meetings.  These use cases include a message passing approach as well as object methods.  The MPISIG has also decided to use the OMG PIDS specification as the base specification to work from since it covers more of the landscape for MPI mediation than the existing set of HL7 messages.  This does not imply an inevitable incompatibility with existing HL7 messages.  In fact, HL7 has a “clean slate” when it comes to object methods which makes harmonizing with PIDS relatively straight forward.  The existing set of HL7 messages becomes one means of implementing the OMG PIDS specification.  
Since the OMG IDL for PIDS exists as an implementation independent specification, providing a PIDS harmonization by developing an HL7 modeling effort for implementing PIDS serves well as an example approach that will accommodate all concerns.  In fact, it helps to disambiguate the set of HL7 messages related to MPI mediation and leads to a stronger consensus on those aspects of the healthcare modeling efforts related to identifying persons receiving healthcare.  By harmonizing in this way between the HL7 standards and the OMG standards we have some hope of evolving a single object model capable of having global consensus.  
The following diagram provides one use case from the work of the MPISIG as an example. 
BENEFITS AND OPPORTUNITIES

More advanced standards will help to raise the level of sophistication for decision support systems. These standards will also accommodate techniques for assisting healthcare practitioners to draw from data distributed across the continuum of care. The next generation of distributed decision support systems will bring together a diverse set of computational resources to help more quickly resolve difficult health problems.  Distributed decision support might also lead to earlier detection of emerging infectious diseases by helping to more quickly analyze a real-time population base of clinical information.  Collaborative decision support technology should also blend naturally into the telemedicine consulting sessions and help to supplant the “traditional” telemedicine video conferencing technology by enabling ad hoc, real-time consults between providers utilizing information-rich data sources.

Reduction of global healthcare threats (both natural and manmade). We keep hearing concerns about the rise of naturally occurring infectious diseases and apprehensions about our ability to respond to those diseases in a timely manner.  An improvement in the global infrastructure could go a long way to reducing or at least detecting these threats early, and thus potentially saving thousands if not millions of lives.   Surveillance of health trends also could reduce the threat of bio-terrorism by supporting the early identification of the potential sources of these threats and thus lowering their probability.

Patient empowerment over their healthcare history is an important opportunity of web-enabled healthcare.  But, as mentioned above, it requires more organization that currently exists on the web to enable patients to comprehend and organize their information.

Minimization of the dichotomy between the “haves” and “have-nots.”  We expect that the declining costs of networked computers around the world together with the expansion of the software base will eventually enable “poorer” countries to have access to resources not much worse than those of highly developed countries.  This rapid change in technology will also enable third-world areas to leapfrog some of the more developed countries by skipping several generations of technological development.  

Investment in public health fuels general industrial productivity and lowers healthcare costs. As Gro Harlem Brundtland, WHO Director General, recently put it (Brundtland, 1999), “Improving health in poor countries leads to increased gross domestic product per capita. In richer countries it reduces overall costs to society. From often being seen as an unproductive consumer of public funds, health is now being seen as a central element of productivity itself .” The expansion of the Internet and the web into healthcare, if done wisely, has the potential of improving the condition of society in several ways.  We will discuss several such ways in detail.

Healthcare information technologies will impact other industries in ways similar to the impact space technologies has on other industries. Industries outside of healthcare can reuse system components developed originally for. We anticipate many business opportunities to continue to increase in an era of high technological change. We contend that one should not view private investments in higher quality healthcare as tradeoffs against profitability.  In fact, we advocate precisely the opposite view—wise investments that consider the quality of healthcare a higher priority than short-term profitability will flourish and have higher financial success in the long-term.

IMPACT OF DELAYS

In moments of disaster, people race against time to prevent the loss of life or to help relieve suffering. For example, following a catastrophic earthquake, people work together and waste little time digging through the rubble while looking for survivors. Indeed, people often act heroically during such moments of crisis. Whether it’s an earthquake, an avalanche, a flood, a storm or whatever natural disaster threatens people, we witness large numbers of people launching into action on very short notice and with a minimum amount of delay.

In 1918, the so-called “Doomsday Flu,” taught us how our global civilization can interact over a short amount of time in ways that can have tragic consequences.  Within a matter of months, between twenty and thirty million people (many of them healthy young adults) died in a worldwide pandemic. That’s more people dead than the total number of people who died as a result the tragic Holocaust during World War II. In fact, only by adding the 6,000,000 to 10,000,000 Holocaust victims together with the total of 8,500,000 soldiers who died in World War I and the 1,800,000 soldiers who died in Vietnam do we start to come close. A tiny airborne virus taught us about its tremendous power during a few short months in 1918.

The danger of a similar pandemic happening again remains with us today. Having a globally standardized health record has the potential to help minimize or even prevent pandemics like the Doomsday Flu, but we need to take our attitude of safety a step further. As we learned, on a global scale a few short months on the healthcare scene can turn into huge numbers of lives lost.  Consider the number of people on a global scale who will benefit as a result of having standardized global health records. Now, add all of those people together, without regard for the fact that they do not all share any common problem as a threat to their health; simply group them together. Why should our attitude of precautionary safety and disaster relief not apply to all those people? 

Imagine the number of people on a global scale who might benefit from these technologies in the course of a year. Now, imagine that the technology gets delayed by a year. Think about how much difference a year can make on a global scale. Consider the number of people who might not receive the rescuing benefits that this technological effort could help bring to them in that year. Now, suppose the effort gets delayed as many as ten or twenty years. Even without a pandemic that amounts to a disaster. Without careful attention we could easily find ourselves naturally repressing the emotional impact of these very real and tragic consequences of our technological delays by simply following our habitual tendencies toward business as usual.
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